
Cost-Aware Generative Portfolios

Abstract. We develop a cost-aware Panel Tree that generates tradable characteristic-

managed basis-portfolios by incorporating transaction costs into split selection. Theo-

retically, we prove that the model recovers the mean–variance investment opportunity

set of underlying individual assets asymptotically. Empirically, using 153 firm-level

signals, we evaluate the cost-aware model in the U.S. equity market over 1984–2023

and find that it reduces turnover and improves net performance under mean–variance

objectives. Most of the net-performance improvement arises from basis-portfolio gen-

eration rather than subsequent allocation. Cost-aware Panel Trees also selectively

reallocate split capacity toward accounting-fundamental signals while retaining price-

volume signals that survive transaction costs.
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1. Introduction

Since Markowitz (1952), mean–variance portfolio choice has been the central research question

of finance and investment. Asset allocation among basis-portfolios is standard in the investment

literature and the industry practice. Examples include the market, ME-sorted, and BE/ME-sorted

portfolios (Fama and French 1993), the correlation-clustered basis assets (Ahn et al. 2009), the

country index and industry portfolios (DeMiguel et al. 2009b), the characteristic efficient portfolios

(Daniel et al. 2020), and the Panel Tree leaf basis-portfolios (Cong et al. 2025). Recent evidence

shows that the gross investment utilities of factor- and characteristic-based strategies can be substan-

tially reduced by liquidity, limits to arbitrage, price impact, and transaction costs; see Novy-Marx

and Velikov (2016), DeMiguel et al. (2020), Li et al. (2024), Jensen et al. (2026).

This paper proposes the cost-aware Panel Tree as a generative modeling tool for portfolio

choice. Unlike the cardinality constrained portfolios (Gao and Li 2013, Xu et al. 2024) imposing

hard constraints on the number of assets, our model partitions the cross-section of thousands of

1



2

individual assets into a small number of non-overlapping leaf basis-portfolios, and then allocates

capital among them.

An investor faces a cost-aware basis-portfolio generation problem and a cost-aware asset allo-

cation problem. This paper argues that these two steps constitute a joint problem. Basis-portfolios

sorted on fast-moving characteristics could enhance the gross utility; however, the benefit may

be offset by substantial individual asset-level rebalancing. In contrast, slow-moving characteristics

may contribute little to the gross utility but incur much smaller transaction costs. We also ask which

contributes more to investment utility: cost-aware basis-portfolio generation or cost-aware asset

allocation.

In the literature, investors often convert a high-dimensional individual asset-level portfolio

choice problem to a low-dimensional asset allocation problem over basis-portfolios. Characteristic-

managed portfolios are natural building blocks for asset allocation, as Cochrane (2011) states that

expected returns, variances, and covariances are stable functions of asset characteristics. Theorem 1

demonstrates that the optimal investment utility on the basis-portfolios equals that of the under-

lying individual assets with mild assumptions. The cost-aware Panel Tree is a myopic algorithm

that recursively splits the cross-section of securities on lagged characteristics and generates value-

weighted leaf basis-portfolios. Theorem 2 proves that the proposed model recovers the optimal

basis-portfolios. When growing the Panel Tree, we evaluate each candidate split using the cost-

aware objective, charging individual asset-level transaction costs. It includes the cost-ignorant Panel

Tree as a special case in which transaction costs are set to zero. Theorem 3 establishes the value

of integrating transaction costs directly into basis-portfolio generation—rather than merely reopti-

mizing downstream allocations—and identifies the conditions for a strictly positive improvement

in population utility.

Empirical summary. We apply the cost-aware Panel Tree to the U.S. common stocks from 1974 to

2023 using 153 rank-standardized firm characteristics shared by Jensen et al. (2023), and compare

it with the cost-ignorant counterpart. We evaluate out-of-sample performance from 1984 to 2023.

The cost-aware and cost-ignorant Panel Trees use the same data, rolling-window protocol, and

transaction-cost schedule; they differ only in whether transaction costs enter the objective. We

consider an investor with mean–variance utility and another one with a maximum-Sharpe ratio

objective. There are two empirical findings.

First, incorporating transaction costs in the objective function improves the net-of-cost investment

utility out of sample. Under the maximum-Sharpe ratio objective, the net Sharpe ratio rises from
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0.17 to 0.98 relative to an otherwise identical cost-ignorant Panel Tree. Under mean–variance

utility with risk aversion 𝛿 = 2, the net objective rises from 0.62 to 1.40. The generation–allocation

decomposition shows that the improvement is primarily the outcome of basis-portfolio construction.

Second, the cost-aware Panel Tree focuses more on the slow-moving accounting-fundamental

signals and less on the fast-moving price-volume signals. This pattern is consistent with the

regularization-portfolio perspective of Olivares-Nadal and DeMiguel (2018) and the economic

feature-importance evidence in Jensen et al. (2026): the cost-aware objective drives the model

parameters toward signals robust to transaction costs.

Literature. The paper contributes to three strands of research. The first studies portfolio selection

over a given investment universe. This literature has developed regularized and robust portfo-

lio methods to address estimation uncertainty in expected returns and covariances (Sharpe 1971,

Britten-Jones 1999, Jacobs et al. 2005, DeMiguel and Nogales 2009, DeMiguel et al. 2009b). In

large asset universes, sparse and cardinality-constrained approaches select a subset of informative

assets while setting other weights to zero (Gao and Li 2013, Bertsimas and Cory-Wright 2022,

Moreira Costa et al. 2022, Xu et al. 2024). Recently, learning-based approaches incorporate invest-

ment objectives into model training to learn predictors or portfolio policies, including through deep

reinforcement learning (Elmachtoub and Grigas 2022, Babier et al. 2025, Chen et al. 2026, Simon

et al. 2026, Cong et al. 2026). These approaches learn predictors or allocation policies for a given

investment universe, whereas we use the investor’s cost-aware objective to generate the menu of

characteristic-managed basis-portfolios.

The second strand studies how informative basis-portfolios should be constructed. Ahn et al.

(2009) form basis assets by clustering securities on return comovement to represent the investment

opportunity set, and Bryzgalova et al. (2025) use shrinkage methods to select a subset of high-

dimensional characteristic-managed portfolio. Our closest methodological benchmark is Cong,

Feng, He, and He (2025), who use Panel Trees to generate characteristic-based test assets and

recover a latent stochastic discount factor. We retain the Panel Tree architecture but replace the

global split criterion with a cost-aware objective that maps basis-portfolio allocations into individual

asset-level holdings and evaluates the net-objective.

The third strand studies how trading frictions reshape portfolio choice. Olivares-Nadal and

DeMiguel (2018) relate transaction-cost-aware portfolio selection to robust portfolio optimiza-

tion, regularized regression, and Bayesian portfolio choice. DeMiguel et al. (2020) show that

transaction costs can change which characteristics matter jointly for investors because combining
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characteristics can reduce rebalancing costs through offsetting trades. Fan et al. (2024) develop a
high-dimensional finite-horizon mean–variance estimator with proportional and quadratic transac-
tion costs. Jensen et al. (2026) combine machine-learning return forecasts with cost-aware portfolio
selection and evaluate strategies on the implementable efficient frontier. Their framework takes the
tradable asset universe as given and learns implementable individual asset-level portfolio weights
from an economic objective. In our setting, transaction costs discipline basis-portfolio generation:
characteristic-driven asset migration across leaves is a source of turnover. Our cost-aware Panel
Tree accommodates an unbalanced panel of U.S. equities, whereas Jensen et al. (2026) restrict
attention to a balanced panel of NYSE stocks.

Section 2 presents the cost-aware Panel Tree framework and its theoretical foundations. Section 3
reports the empirical results, and Section 4 concludes.

2. A Cost-Aware Panel Tree Framework
2.1. Economic Setup

Consider a trading universe I𝑡 containing 𝑁𝑡 := |I𝑡 | individual assets, indexed by 𝑖 = 1, . . . , 𝑁𝑡 ,
for each month 𝑡. Let 𝑟𝑖,𝑡 be the excess return of asset 𝑖 ∈ I𝑡 at month 𝑡, and 𝑟 𝑓 ,𝑡 be the risk-free
return. The lagged characteristic vector is 𝒛𝑖,𝑡−1 := (𝑧𝑖,𝑡−1,1, . . . , 𝑧𝑖,𝑡−1,𝐾)⊤, where 𝐾 is the number of
characteristics and 𝑧𝑖,𝑡−1,𝑝 ∈ [0, 1] is the cross-sectionally rank-standardized value of characteristic
𝑝, for 𝑝 = 1, . . . , 𝐾 .

At the beginning of month 𝑡, an investor observes asset returns 𝑟𝑖,𝑡−1 and characteristics 𝒛𝑖,𝑡−1

over the sampleW𝑇 , where 𝑇 denotes updated date. Let𝑊𝑇 := |W𝑇 | denote the number of months
in the window. The tree structure and basis-portfolio allocation weights are fixed for the test sample.
During the test period, assets may move across leaves as their lagged characteristics evolve.

2.2. Generating Leaf Basis-Portfolios

Let Θ denote a Panel Tree model, L :=L(Θ) denote the set of leaf basis-portfolios generated by it,
and 𝑚 = |L| denote the number of basis-portfolios, indexed by 𝑗 = 1, . . . , 𝑚. Let Θ𝑠 = (𝜉1, . . . , 𝜉𝑠)
denote the tree model after 𝑠 splits. Each candidate split is 𝜉 = (𝑝, 𝑐,L 𝑗 ), where 𝑝 ∈ {1, . . . , 𝐾}
denotes a characteristic, 𝑐 ∈ Q is a cutpoint from the threshold grid Q, and L 𝑗 ∈ L(Θ𝑠) is the leaf
to be split. The notation Θ𝑠 ⊕ 𝜉𝑠+1 appends 𝜉𝑠+1 to the current tree and produces Θ𝑠+1.

Let I 𝑗𝑡 denote the set of 𝑁 𝑗
𝑡 := |I 𝑗𝑡 | underlying individual assets in the leaf- 𝑗 basis portfolio

during month 𝑡. For each asset 𝑖 ∈ I 𝑗𝑡 , the within-leaf value weight based on lagged market value,
𝑚𝑣𝑖,𝑡−1, is

𝜋𝑖,𝑡 :=
𝑚𝑣𝑖,𝑡−1∑︁𝑁
𝑗
𝑡

𝑢=1𝑚𝑣𝑢,𝑡−1

. (1)
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The excess return on basis-portfolio 𝑗 in month 𝑡 is

𝑅 𝑗 ,𝑡 :=
𝑁
𝑗
𝑡∑︁

𝑖=1
𝜋𝑖,𝑡𝑟𝑖,𝑡 . (2)

These portfolio returns are aggregated into the vector R𝑡 :=
[︁
𝑅1,𝑡 , ..., 𝑅𝑚,𝑡

]︁⊤ ∈ R𝑚.

2.3. Individual Asset-Level Holdings and Proportional Transaction Costs

Given a basis-portfolio allocation vector 𝒘 := [𝑤1, . . . , 𝑤𝑚]⊤, the implied holding in individual

asset 𝑖 ∈ I 𝑗𝑡 is

ℎ𝑖,𝑡 = 𝑤 𝑗𝜋𝑖,𝑡 . (3)

The strategy’s gross excess return in month 𝑡 is therefore 𝑅𝑔𝑟𝑜𝑠𝑠𝑡 = 𝒘⊤R𝑡 =
∑︁𝑁𝑡
𝑖=1 ℎ𝑖,𝑡𝑟𝑖,𝑡 , yielding a

pre-cost gross wealth growth of

𝐺 𝑡 := 1+ 𝑟 𝑓 ,𝑡 + 𝑅𝑔𝑟𝑜𝑠𝑠𝑡 . (4)

Prior to rebalancing, the drifted asset holding entering month 𝑡 + 1 is

ℎ+𝑖,𝑡 :=
ℎ𝑖,𝑡 (1+ 𝑟 𝑓 ,𝑡 + 𝑟𝑖,𝑡)

𝐺 𝑡

. (5)

The trade required to achieve the target holding in month 𝑡 + 1 is Δℎ𝑖,𝑡+1 = ℎ𝑖,𝑡+1 − ℎ+𝑖,𝑡 .

Following Brandt et al. (2009), we define the realized transaction cost in month 𝑡 as

𝐶𝑡 :=
˜︁𝑁𝑡∑︁
𝑖=1

𝜅𝑖,𝑡
��Δℎ𝑖,𝑡 �� , (6)

where 𝜅𝑖,𝑡 ∈ R+ denotes the proportional cost rate of asset 𝑖 in month 𝑡. 1 𝜅𝑖,𝑡 describes variation in

transaction-cost rates over time across securities. Let 𝜓𝑡 ∈ R+ denote the time-varying multiplier

and 𝑏𝑖,𝑡 ∈ R+ denote the individual asset-specific component. Their product gives the proportional

cost rate: 2

𝜅𝑖,𝑡 = 𝜓𝑡𝑏𝑖,𝑡 . (7)

Consequently, the corresponding net strategy return is

𝑅net
𝑡 := 𝑅gross

𝑡 −𝐶𝑡 . (8)
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2.4. Cost-Aware Basis-Portfolio Allocation

We assume the investor considers two classic objectives 𝜏 ∈ {MVU,SR}, where MVU denotes

mean–variance utility and SR denotes the maximum Sharpe ratio. Let A𝜏 denote the feasible

set for the basis-portfolio allocation under objective 𝜏. 3 For MVU, we use the ℓ2 constraint to

limit concentration, following the portfolio-norm approach in DeMiguel et al. (2009a). To control

leverage, we choose 16/𝑚 so that total gross basis-portfolio exposure is smaller than four. Hence,

the feasible set is

AMVU =
{︁
𝒘 ∈ R𝑚 : 1⊤𝒘 = 1, ∥𝒘∥22 ≤ 16/𝑚

}︁
.

For SR, we normalize gross exposure to one because the gross objective value is invariant to gross

exposure. Thus, we have

ASR = {𝒘 ∈ R𝑚 : ∥𝒘∥1 = 1}.

The investor estimates ˆ︁𝝁𝑇 = 1
𝑊𝑇

∑︁𝑊𝑇
𝑡=1 R𝑡 and ˆ︁𝚺𝑇 =ˆ︁𝑺𝑇 + 𝛾I𝑚, where ˆ︁𝑺𝑇 is the sample covariance

matrix, I𝑚 ∈ R𝑚×𝑚 is the identity matrix, and 𝛾 > 0 is the shrinkage parameter. This ridge-shrinkage

specification ensures that ˆ︁𝚺𝑇 is positive definite, following Ledoit and Wolf (2004). The MVU

training criterion penalizes gross-return variance, while the SR training criterion uses gross-return

covariance in its denominator and deducts the training cost term in its numerator. Based on these,

the investor optimizes the two cost-aware objective functions:

𝒘∗MVU,𝑇 = arg max
𝒘∈AMVU

ˆ︁𝝁⊤𝑇 𝒘 − 𝛿2𝒘⊤ˆ︁𝚺𝑇𝒘 − ˆ︁𝐶𝑇 (𝒘), (9)

𝒘∗SR,𝑇 = arg max
𝒘∈ASR

ˆ︁𝝁⊤𝑇 𝒘 − ˆ︁𝐶𝑇 (𝒘)√︃
𝒘⊤ˆ︁𝚺𝑇𝒘 , (10)

ˆ︁𝐶𝑇 (𝒘) = 1
𝑊𝑇

𝑊𝑇∑︁
𝑡=1

˜︁𝐶𝑡 (𝒘), (11)

where ˆ︁𝐶𝑇 denotes the average training cost and 𝛿 ∈ R+ denotes the risk aversion parameter.

Computing sample-average costs from exact return-induced drift in ℎ+
𝑖,𝑡

would introduce fractional

dependence on 𝒘, preventing direct use of the convex programs. We therefore evaluate the wealth-

growth denominator at the cost-ignorant allocation 𝒘CI,∗
𝜏,𝑇

, while retaining 𝒘 in the numerator. The

resulting approximate trades are linear in 𝒘, and ˜︁𝐶𝑡 (𝒘) is a weighted sum of their absolute values.

The MVU problem is a convex QCQP; the SR problem admits an SOCP formulation with the
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recovery conditions given in Appendix C.1. That appendix provides the trade coefficients and

convex formulations, while Appendix C.2 gives the cost-ignorant allocations. Realized costs retain

the definition in Eq. (6).

2.5. Growing the Cost-Aware Panel Tree

For a given tree Θ, let U𝜏,𝑇 (Θ) denote the optimal objective value in Eq. (9) for 𝜏 = MVU or

Eq. (10) for 𝜏 = SR, evaluated at the corresponding allocation 𝒘∗
𝜏,𝑇

. Using the split notation defined

in Section 2.2, the cost-aware gain from split 𝜉 is:

ΔU𝜏,𝑇 (𝜉;Θ𝑠) =U𝜏,𝑇 (Θ𝑠 ⊕ 𝜉) −U𝜏,𝑇 (Θ𝑠). (12)

At each step, the cost-aware Panel Tree selects the admissible split with the largest positive gain:

𝜉∗𝑠+1 ∈ arg max
𝜉

ΔU𝜏,𝑇 (𝜉;Θ𝑠), ΔU𝜏,𝑇 (𝜉∗𝑠+1;Θ𝑠) > 0. (13)

Tree growth stops when the split budget is exhausted or no admissible split yields a positive

cost-aware gain. Algorithm 1 summarizes the procedure.

2.6. Theoretical Foundations for Basis-Portfolio Generation

We derive three theorems to justify the theoretical soundness of cost-aware Panel Tree in basis-

portfolio generation and asset allocation. Theorem 1 relates the optimal portfolio choice in indi-

vidual assets to the optimal portfolio choice in characteristic-managed basis-portfolios. Theorem 2

bounds the utility gap between the leaf basis-portfolios generated by Panel Tree and the opti-

mal characteristic-managed basis-portfolios. Theorem 3 shows that transaction costs reshape leaf

basis-portfolio generation.

The theoretical analysis focuses on the population mean–variance utility (MVU) criterion. Let 𝑔

denote a characteristic-based generation rule, with 𝑔 =Θ corresponding to a Panel Tree model. Let

A =A𝜏=MVU denote the feasible set of asset allocation weights among leaf basis-portfolios, and

𝒘 ∈ A denote a vector of portfolio weights. Then, we have the strategy’s gross excess return:

𝑅𝑡 (𝑔,𝒘) := 𝒘⊤R𝑡 (𝑔). (14)

The population objective before transaction costs is

U0(𝑔,𝒘) := E[𝑅𝑡 (𝑔,𝒘)] −
𝛿

2
Var[𝑅𝑡 (𝑔,𝒘)] . (15)
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Algorithm 1 Cost-aware Panel Tree growth
Require: Update date 𝑇 , training windowW𝑇 , candidate rule C(·), split budget 𝑆, and objective 𝜏

1: Initialize the root tree Θ0, solve for 𝒘∗
𝜏,𝑇
(Θ0), and set 𝑠← 1

2: If Θ0 is infeasible, stop

3: EvaluateU𝜏,𝑇 (Θ0)
4: while 𝑠 ≤ 𝑆 do

5: Construct the admissible split set C(Θ𝑠−1)
6: If C(Θ𝑠−1) =∅, break

7: for all 𝜉 ∈ C(Θ𝑠−1) do

8: Form Θ′ =Θ𝑠−1 ⊕ 𝜉, construct its leaf returns, and estimate their moments

9: Compute 𝒘CI,∗
𝜏,𝑇
(Θ′), fix the denominators in ˜︁ℎ+

𝑖,𝑡−1, and construct ˆ︁𝐶𝑇 (𝒘;Θ′)
10: Solve for 𝒘∗

𝜏,𝑇
(Θ′) and evaluate its cost-aware gain, setting the gain to −∞ if infeasible

11: end for

12: Choose 𝜉∗𝑠 ∈ arg max𝜉∈C(Θ𝑠−1) ΔU𝜏,𝑇 (𝜉;Θ𝑠−1)
13: If ΔU𝜏,𝑇 (𝜉∗𝑠 ;Θ𝑠−1) ≤ 0, break

14: Θ𝑠←Θ𝑠−1 ⊕ 𝜉∗𝑠 and 𝑠← 𝑠 + 1

15: end while

16: 𝑠← 𝑠 − 1

17: Output: Θ𝑠 and 𝒘∗
𝜏,𝑇
(Θ𝑠)

2.6.1. Spanning by characteristic-managed basis-portfolios The underlying asset weights

in characteristic-managed basis-portfolios depend on lagged asset characteristics. According to

Cochrane (2011), expected returns, variances, and covariances are stable functions of asset char-

acteristics. Therefore, characteristics guide the investor’s decision making. We write the optimal

portfolio weight of asset 𝑖 as ℎ∗
𝑖,𝑡
= 𝑞𝑖,𝑡 𝑓

∗(𝒛𝑖,𝑡−1), where 𝑞𝑖,𝑡 := 𝑚𝑣𝑖,𝑡−1/
∑︁𝑁𝑡
𝑢=1𝑚𝑣𝑢,𝑡−1 is its market-

portfolio benchmark weight and 𝑓 ∗ is a general latent function that maps asset characteristics to a

multiplicative adjustment to this weight.

Every period, assets are assigned to 𝑚 non-overlapping characteristic-managed portfolios,

indexed by 𝑗 = 1, . . . , 𝑚. Portfolio 𝑗 contains 𝑁 𝑗
𝑡 assets, and

∑︁𝑚
𝑗=1 𝑁

𝑗
𝑡 = 𝑁𝑡 . Individual assets are

clustered by similarity in their characteristics and the implied expected returns and covariances.

Let 𝜙 𝑗 ,𝑡 denote a general latent function shared by the assets in portfolio 𝑗 , which maps 𝑞𝑖,𝑡
to their within-portfolio weight 𝑞𝑖,𝑡𝜙 𝑗 ,𝑡 (𝒛𝑖,𝑡−1), with

∑︁𝑁
𝑗
𝑡

𝑖=1 𝑞𝑖,𝑡𝜙 𝑗 ,𝑡 (𝒛𝑖,𝑡−1) = 1. An investor allocates
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weight 𝑤 𝑗 to portfolio 𝑗 . Her holding of asset 𝑖 in portfolio 𝑗 is

ℎ𝑖,𝑡 := 𝑤 𝑗𝑞𝑖,𝑡𝜙 𝑗 ,𝑡 (𝒛𝑖,𝑡−1). (16)

For asset 𝑖 in portfolio 𝑗 , we define 𝑓𝑚,𝑡 (𝒛𝑖,𝑡−1;𝒘) := 𝑤 𝑗𝜙 𝑗 ,𝑡 (𝒛𝑖,𝑡−1). The basis-portfolio returns and

strategy returns are

𝑅 𝑗 ,𝑡 (𝑔) :=
𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡𝜙 𝑗 ,𝑡 (𝒛𝑖,𝑡−1)𝑟𝑖,𝑡 ,

𝑅𝑡 (𝑔,𝒘) =
𝑚∑︁
𝑗=1

𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡 𝑓𝑚,𝑡 (𝒛𝑖,𝑡−1;𝒘)𝑟𝑖,𝑡 =

𝑚∑︁
𝑗=1
𝑤 𝑗𝑅 𝑗 ,𝑡 (𝑔).

(17)

The portfolio-based 𝑓𝑚,𝑡 serves as an approximation to 𝑓 ∗.

We assume the strategy return under the optimal individual asset-level allocation is 𝑅asset,∗
𝑡 =

(𝒉∗𝑡 )⊤𝒓𝑡 , where 𝒓𝑡 is the vector of individual-asset excess returns. Define

Ubasis,∗
0 := max

𝑔,𝒘
U0(𝑔,𝒘),

Uasset,∗
0 := max

𝒉

{︃
E[𝒉⊤𝑡 𝒓𝑡] −

𝛿

2
Var(𝒉⊤𝑡 𝒓𝑡)

}︃
.

(18)

THEOREM 1. Under the feasibility and optimality conditions in Appendix B.1.1, the utility loss

from investing through characteristic-managed basis-portfolios satisfies

Uasset,∗
0 −Ubasis,∗

0 =
𝛿

2
min
𝑔,𝒘

Var
[︁
𝑅

asset,∗
𝑡 − 𝑅𝑡 (𝑔,𝒘)

]︁
=
𝛿

2
𝜌2
𝑚, (19)

where 𝜌2
𝑚 denotes the minimum return-difference variance across 𝑚 basis-portfolios. If character-

istic groups become finer as𝑚→∞ and their fixed allocations satisfy the within-group approxima-

tion and return-moment conditions in the Appendix Lemma 1, the corresponding strategy returns

converge in mean square to 𝑅asset,∗
𝑡 , 𝜌𝑚→ 0, andUasset,∗

0 −Ubasis,∗
0 −→ 0.

The identity measures the utility cost of basis-portfolio investment by the smallest attainable

variance of the return difference from the optimal individual asset-level strategy. Under the stated

conditions, the utility loss relative to the optimal individual asset-level strategy vanishes as charac-

teristic groups become finer.
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2.6.2. Panel Tree recovery of optimal basis-portfolios We first consider basis-portfolios

generated by general iterative trees. For a generation rule 𝑔, write U0(𝑔) := max𝒘U0(𝑔,𝒘) for

its optimal mean–variance utility. For this comparison, Ubasis,∗
0 := sup𝑚≥1U

basis,∗
0 (𝑚) denotes the

optimal value over all feasible numbers of basis-portfolios, where Ubasis,∗
0 (𝑚) makes explicit the

portfolio count suppressed in Eq. (18).

A Panel Tree starts with the full set of individual assets. Each split selects an existing leaf and

divides it into two using any admissible characteristic and threshold. It replaces one leaf with two,

so 𝐿 leaf basis-portfolios require 𝐿 − 1 splits. The optimal mean–variance utility over feasible

iterative trees with at most 𝐿 leaves is

Utree,∗
0 (𝐿) := max

T
U0(T ), (20)

where T denotes an iterative-tree generation rule. For each finite 𝐿, the threshold grid is finite

and the maximum is attained under the conditions in Appendix B.2. We ask whether the optimal

utility from leaf basis-portfolios converges to that from characteristic-managed basis-portfolios as

𝐿 increases. Their difference in investment utility is

𝐴𝐿 :=Ubasis,∗
0 −Utree,∗

0 (𝐿). (21)

Let Θ𝐿−1 denote the Panel Tree generated with at most 𝐿 leaves, retaining the terminal tree

through step 𝐿 − 1 if growth stops early. We compare the investment utility of its basis-portfolios

with that of the optimal characteristic-managed basis-portfolios under the same limit of 𝐿 portfolios.

The difference in investment utility is

Γ𝐿 :=Utree,∗
0 (𝐿) −U0(Θ𝐿−1). (22)

THEOREM 2. The Panel Tree’s utility loss satisfies

0 ≤Ubasis,∗
0 −U0(Θ𝐿−1) = 𝐴𝐿 + Γ𝐿 . (23)

SupposeUbasis,∗
0 is finite and there are feasible basis-portfolio strategies with utility arbitrarily close

to it that satisfy the conditions in Appendix Lemma 2. These conditions require continuity of 𝑓𝑚,𝑡 ,

feasible fixed allocations within finer characteristic groups, and suitable iterative partitions and

return moments. Then these strategies can be approximated by leaf basis-portfolios, and 𝐴𝐿→ 0

as 𝐿→∞. If feasible splits also continue to deliver sufficient utility gains under the conditions in

Appendix Lemma 3, then Γ𝐿→ 0 and

Ubasis,∗
0 −U0(Θ𝐿−1) −→ 0. (24)
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The construction connects optimal characteristic-managed basis-portfolios to leaf basis-

portfolios formed from finer characteristic groups. The condition on split gains connects the optimal

iterative tree to the Panel Tree selected under the global economic objective. The Appendix Corol-

lary 1 combines this result with Theorem 1 to establish convergence to the optimal investment

utility from individual assets.

2.6.3. Transaction costs and basis-portfolio generation We ask whether cost-aware basis-

portfolio generation adds value beyond cost-aware reallocation on a cost-ignorant basis. Consider

a common class T𝐿 of admissible Panel Trees with at most 𝐿 leaves. Both regimes allow the same

characteristics and split thresholds under the same leaf feasibility rules. For each tree Θ, let A(Θ)

be the MVU allocation set in Section 2.4, whose dimension and norm bound depend on leaf count.

The feasible domain is

𝔉𝐿 := {(Θ,𝒘) : Θ ∈ T𝐿 , 𝒘 ∈ A(Θ)}. (25)

Both regimes share the within-leaf weighting convention, transaction-cost schedule, and initial

stock holdings. Let 𝜆 ∈ {0, 1} indicate whether expected transaction costs enter the objective. The

optimized value is

U𝜆 (Θ) := sup
𝒘∈A(Θ)

{U0(Θ,𝒘) −𝜆E[𝐶𝑡 (Θ,𝒘)]} . (26)

Here U0(Θ,𝒘) is the gross-return mean–variance criterion in Eq. (15), and 𝐶𝑡 is the stock-level

economic cost in Eq. (6). The two optimal trees satisfy

Θ0 ∈ arg max
Θ∈T𝐿
U0(Θ), Θ1 ∈ arg max

Θ∈T𝐿
U1(Θ). (27)

Both bases are evaluated with cost-aware allocation, so U1(Θ0) includes optimal reallocation on

the cost-ignorant basis.

For each feasible tree, define

D(Θ) :=U0(Θ0) −U0(Θ),

K(Θ) :=U0(Θ) −U1(Θ).
(28)

The first term measures the gross-return utility forgone by changing the basis. The second measures

the loss from trading frictions after optimal reallocation on that basis.
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THEOREM 3. Suppose the feasible domain 𝔉𝐿 is the same for 𝜆 = 0 and 𝜆 = 1, the relevant

values are finite, the within-tree suprema and the two design maxima are attained, and stock-level

costs are nonnegative and integrable. Then D(Θ) ≥ 0 and K(Θ) ≥ 0 for every feasible tree, and

U1(Θ1) −U1(Θ0) = max
Θ∈T𝐿
{K(Θ0) −K(Θ) −D(Θ)}

≥ 0.
(29)

The gain is strictly positive if and only if there exists a feasible tree ˜︁Θ such that

K(Θ0) −K(˜︁Θ) >D(˜︁Θ). (30)

Equality holds if and only if the selected Θ0 also maximizesU1 over T𝐿 .

Cost-aware redesign improves utility if and only if a feasible change in the basis reduces the

friction loss by more than the gross-return utility forgone. Appendix B.3 provides the proof,

and Appendix B.4 derives implications for split selection and a sufficient condition for strict

improvement.

3. Empirical Study
3.1. Data and Empirical Design

In the empirical study, we apply the framework to U.S. common stocks. We use the monthly

panel data from 1974 to 2023 contributed by Jensen et al. (2023), containing stock returns and

153 cross-sectionally rank-standardized firm characteristics.4 We re-estimate the models annu-

ally using a rolling window of the preceding 10 years for each of the 40 out-of-sample years

𝑦 ∈ {1984, . . . , 2023}. Once estimated, the models remain fixed throughout year 𝑦, while firm

characteristics, leaf membership, and within-leaf weights are updated monthly. We evaluate both

strategies with the proportional transaction-cost rate in (7), which varies with firm size and calendar

time. Empirically, we report gross and net out-of-sample performance, along with turnover.

The proposed Panel Tree models have parameters in common with other tree models. We set

the candidate thresholds to the quintiles Q = {0.2, 0.4, 0.6, 0.8}. We require each candidate split to

provide at least 𝑛min = 20 stocks in each child node in every month of the training sample. Each

tree is allowed at most nine splits. For covariance estimation, we use a ridge-regularized covariance

estimator with 𝛾 = 10−4 as in Cong et al. (2025).

We compare cost-aware and cost-ignorant Panel Trees estimated on the same sample, under

the same rolling-window protocol, and evaluated using the same transaction-cost schedule. These
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two specifications differ only in whether transaction costs enter the training objective. We study

the maximum Sharpe ratio (SR) and mean–variance utility (MVU) with risk aversion 𝛿 = 2 for

demonstration.

The empirical analyses focus on two questions. First, how does incorporating transaction costs

change the structure of the Panel Tree and the characteristics used to generate basis-portfolios?

Second, how does cost awareness change the net performance, transaction costs, and turnover of

Panel Tree strategies? We examine these questions in Subsections 3.2 and 3.3.

3.2. Panel Tree Structure

This subsection examines how incorporating transaction costs alters the structure of the estimated

Panel Trees and the characteristics they select. We proceed at two levels. First, using the latest

estimation window (January 2013–December 2022), we compare the cost-ignorant and cost-aware

Panel Tree diagrams and the specific characteristics each tree selects to form its 𝑚 = 10 basis-

portfolios under the maximum Sharpe-ratio objective. Second, we aggregate characteristic-selection

patterns across all 40 rolling windows to verify that the structural differences are not specific to a

single training sample but instead reflect a systematic reallocation of the tree’s split capacity. 5 6

3.2.1. Panel Tree Diagrams Figure 1 reports the cost-ignorant and cost-aware Panel Trees

under the maximum Sharpe-ratio objective with 𝑚 = 10 leaves, estimated over the latest sample,

January 2013–December 2022.

The cost-ignorant and cost-aware Panel Trees produce noticeably different basis-portfolios. The

contrast starts at the root and carries through to the overall mix of selected characteristics. In

Figure 1(a), the cost-ignorant Panel Tree splits first on the highest 5-day return (rmax5 21d),

a price-volume signal associated with lottery demand and speculative trading (Bali et al. 2011).

In Figure 1(b), the cost-aware Panel Tree instead splits first on sales-per-employee growth

(sale emp gr1), a slower-moving accounting-fundamental signal related to labor force efficiency

(Abarbanell and Bushee 1998). Since the root creates the coarsest partition of the cross section,

replacing a fast-moving price-volume signal with a slower-moving accounting-fundamental signal

tends to make the downstream partitions less sensitive to monthly characteristic variations.

Figure 1 shows that cost-aware training shifts characteristic selection toward accounting-

fundamental signals. In the cost-ignorant Panel Tree (Panel a), five of the nine splits use price-volume

signals, and the first three upper-level splits use short-horizon trading or illiquidity measures. In

the cost-aware Panel Tree (Panel b), six of the nine splits use accounting-fundamental signals,
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Figure 1 Panel Tree Diagrams under the Sharpe-Ratio Objective
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Note. This figure compares the cost-ignorant (Panel a) and cost-aware (Panel b) Panel Trees under the Sharpe-ratio objective, with

no more than 10 leaves, estimated from January 2013 to December 2022. Nodes display the selected characteristics, cutoff values,

node indices (N#), and split order (S#). Terminal leaves display the median monthly number of assets (#) and portfolio weights (𝑤).

Characteristic definitions and categories follow Jensen et al. (2023).

including sales-per-employee growth (sale emp gr1), operating accruals (oaccruals ni),

and EBITDA relative to enterprise value (ebitda mev). Because split characteristics determine

leaf assignment, this shift toward slower-moving signals tends to generate more persistent leaf

membership and less stock-level turnover.

The cost-aware tree also retains nonannual seasonality (seas 1 1na), dollar trading vol-

ume (dolvol 126d), and market equity (market equity). Conditional on the root partition,

dolvol 126d further separates stocks in the low-sale emp gr1 region and improves the opti-

mized cost-aware training criterion. This criterion evaluates the split through the joint expected

returns, covariances, and transaction costs of the resulting multi-characteristic leaf basis-portfolios.

The resulting conditional portfolio contribution is distinct from the characteristic’s unconditional

return premium. This interpretation is consistent with the multivariate, transaction-cost perspective
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Table 1 Reallocation of Split Capacity across Rolling Windows

Panel A: Aggregate Split Allocation by Meta-category

Avg. frequency Frequency share (%) Avg. score Score share (%)

Meta-category CI CA CI CA CI CA CI CA

Accounting-fundamental 4.88 5.83 54.17 64.72 22.90 27.78 50.89 61.72
Price-volume 4.12 3.18 45.83 35.28 22.10 17.23 49.11 38.28

Panel B: Largest Category-level Changes (CA minus CI)

Largest increases Δ Freq. Δ Score Largest decreases Δ Freq. Δ Score

Quality +0.80 +4.18 Short-Term Reversal -0.53 -1.90
Low Risk +0.20 +1.48 Momentum -0.28 -1.80
Investment +0.20 +1.15 Profit Growth -0.25 -1.45
Accruals +0.05 +0.63 Size -0.13 -1.45

Notes. This table summarizes how the nine splits per tree are allocated across characteristic categories under the cost-ignorant (CI) and cost-aware
(CA) Panel Trees, averaged over 40 rolling windows. Panel A aggregates splits into two meta-categories: accounting-fundamental and price-volume.
Split share is the average split frequency divided by nine. Within each rolling window, the split score is 9 for the first split, 8 for the second, and so on
down to 1 for the ninth split; larger values indicate that a category is used more prominently in the tree, organizing a larger share of the cross section.
Panel B reports the largest category-level changes (CA minus CI) in split frequency and score.

of DeMiguel et al. (2020), under which characteristics can create portfolio value through their

interactions in the joint investment opportunity set.

3.2.2. Characteristic Selection The single-window comparison above documents a structural

shift from price-volume signals to accounting-fundamental signals under cost-aware training. We

now ask whether this shift persists across the test sample or is specific to the latest estimation

window. We track how a fixed split budget is allocated across characteristic categories over 40

rolling windows, since each Panel Tree uses exactly nine splits. We summarize this allocation using

split frequency and a split-order-weighted score that assigns 9 to the first split, 8 to the second, and

so on down to 1 for the ninth split, so that upper-level splits receive higher weights.

Table 1 reports split frequency and score aggregated by meta-category (Panel A) and disaggre-

gated by characteristic category (Panel B), for both the cost-ignorant (CI) and cost-aware (CA) Panel

Trees across 40 rolling windows. Panel A shows that cost-aware training tilts the split budget toward

accounting-fundamental signals. The accounting-fundamental score share rises from 50.89% under

the cost-ignorant Panel Tree to 61.72% under the cost-aware Panel Tree, and its frequency share

rises from 54.17% to 64.72%. Because the score measure weights upper-level splits more heavily,

the 10.83 percentage-point increase in score share implies that slower-moving characteristics are

selected earlier in the sequential tree splits.
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Panel B shows that the reallocation is concentrated in specific categories. The largest score

increases occur in Quality (+4.18), followed by Low Risk (+1.48), Investment (+1.15), and Accruals

(+0.63). These are characteristic categories whose underlying signals are mostly updated at quarterly

or annual frequency, so they generate relatively stable leaf membership. The largest declines occur

in Short-Term Reversal (−1.90), Momentum (−1.80), Profit Growth (−1.45), and Size (−1.45).

Short-Term Reversal is rarely selected under cost-aware training. This finding is consistent with

the economic feature importance results of Jensen et al. (2026), who show that short-term reversal

is far less important for a large investor because its predictive ability does not compensate for the

turnover it requires. In our setting, the mechanism operates at the level of basis-portfolio generation:

the cost-aware Panel Tree does not merely downweight short-horizon signals in the final allocation

but substantially reduces their importance in defining the basis-portfolios.

Figure 2 reports the average proportion of total splits assigned to each of the 13 characteristic

categories following Jensen et al. (2023) for the cost-ignorant and cost-aware Panel Trees, respec-

tively. It confirms that the reallocation is selective. Cost-aware training increases the split shares

of Quality, Investment, Value, and Low Risk, each of which accounts for more than 10% of total

splits. By contrast, it reduces the shares of Momentum and Short-Term Reversal to below 2.5%.

Some price-volume categories, such as Low Risk, are retained because they define comparatively

stable partitions of the cross section. The decline of Profit Growth shows that cost-aware training

does not mechanically favor every accounting-fundamental category. Instead, the reallocation is

selective and is consistent with a joint trade-off between portfolio contribution and transaction

costs. This pattern is consistent with the theoretical result of Jensen et al. (2026), who show that

feature importance depends on two terms: the value the feature adds to the frictionless Markowitz

portfolio and the transaction cost it generates through portfolio turnover. In our context, accounting-

fundamental signals that score high on the first term and low on the second term are promoted,

while price-volume signals with the opposite profile are demoted.

Figure 3 demonstrates that the shift in characteristic selection persists throughout the majority

of the sample period. The heatmap illustrates the difference in split scores (cost-aware minus

cost-ignorant) for each characteristic category across the 40 out-of-sample windows, revealing

predominantly positive differentials for Quality, Investment, and Low Risk, alongside negative

differentials for Momentum and Short-Term Reversal.

The next subsection examines whether this structural shift translates into improved net-of-cost

performance out of sample.
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Figure 2 Average Split Frequency by Characteristic Category: Cost-aware versus Cost-ignorant Panel Trees
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Note. This figure reports the average proportion of total splits assigned to each characteristic category under the cost-aware (CA)

and cost-ignorant (CI) Panel Trees. The averages are computed across 40 rolling windows, and each tree contains nine splits per

window. The figure provides an intuitive category-level view of how fixed split capacity is reallocated once transaction costs are

internalized.

3.3. Out-of-sample Net Performance

3.3.1. Baseline Comparison Table 2 reports the net-of-cost out-of-sample performance for the

cost-ignorant (CI) and cost-aware (CA) Panel Trees. Panels A and B present the maximum-SR and

MVU objectives, respectively, and Panel C reports equal-weighted (EW) and value-weighted (VW)

market-portfolio benchmarks. For each specification, we report gross and net return, volatility, and

objective value, as well as average monthly transaction cost and turnover. The benchmark objectives

in Panel C are annualized Sharpe ratios and therefore provide a direct comparison for Panel A.

Table 2 yields three findings. First, the cost-aware Panel Tree trades less than the cost-ignorant

counterpart. Under the Sharpe ratio objective, average monthly transaction costs fall from 0.56%

for CI to 0.34% for CA, and turnover falls from 85.87% to 53.16%. Under mean–variance utility

with 𝛿 = 2, average monthly transaction costs fall from 2.31% to 1.38%, while turnover declines

from 351.92% to 220.86%. Once transaction costs enter the split decision, the Panel Tree incurs

much lower turnover at the stock level.

Second, the lower-turnover profile is accompanied by higher net performance. Under the cost-

aware Panel Tree, the net Sharpe ratio rises from 0.17 under CI to 0.98 under CA, and the net
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Figure 3 Difference in Score-weighted Split Importance across Rolling Windows: CA minus CI
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Note. This figure reports, for each rolling window and characteristic category, the difference in split scores between the cost-aware

and cost-ignorant Panel Trees. Within each rolling window, the split score is 9 for the first split, 8 for the second, and so on down to

1 for the ninth split. Positive values indicate that the category becomes more important under cost-aware training. Because score is

a split-order-weighted measure of split importance, the figure captures not only whether a category is selected but also whether it is

used higher in the tree.

Table 2 Out-of-Sample Performance under Proportional Transaction Costs

Strategy
Gross
return

Net
return

Gross
vol.

Net
vol.

Gross
obj.

Net
obj. TC Turnover

Panel A: Maximum Sharpe Ratio
CI 0.63 0.07 1.28 1.32 1.71 0.17 0.56 85.87
CA 0.80 0.46 1.57 1.63 1.75 0.98 0.34 53.16

Panel B: Mean–Variance Utility
CI 4.00 1.69 10.34 10.33 2.93 0.62 2.31 351.92
CA 3.89 2.51 10.47 10.58 2.80 1.40 1.38 220.86

Panel C: Benchmarks
EW 0.44 0.36 5.79 5.79 0.26 0.22 0.08 11.42
VW 0.72 0.71 4.52 4.52 0.55 0.55 0.01 1.21

Notes. This table reports out-of-sample performance under proportional transaction costs for the cost-ignorant (CI) and cost-aware (CA) Panel
Trees and two classical benchmarks. Panel A reports results under the maximum-Sharpe Ratio objective, Panel B reports results under Mean–Variance
Utility with 𝛿 = 2, and Panel C reports results for benchmarks. EW denotes the equal-weighted market portfolio, and VW denotes the value-weighted
market portfolio. Return, volatility, transaction cost (TC), and turnover are monthly and expressed in percent. Net SR is

√
12 𝑅̄net/𝑠net, and net

MVU is 100[𝑅̄net − 𝛿
2 (𝑠

net )2 ], where 𝑅̄net and 𝑠net are the sample mean and standard deviation of monthly net excess returns, including realized
variation in costs. Gross objectives use the corresponding gross-return moments. Panels A and C report annualized SR; Panel B reports monthly
MVU multiplied by 100.
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mean–variance utility with 𝛿 = 2 rises from 0.62 to 1.40. Further, the net Sharpe ratio also exceeds

the EW and VW benchmark values of 0.22 and 0.55 in Panel C.

Third, the improvement in net performance comes from higher net mean returns rather than

lower volatility. Under the Sharpe-ratio objective, the monthly net return rises from 0.07% for the

cost-ignorant Panel Tree to 0.46% for the cost-aware Panel Tree, even as net volatility increases

from 1.32% to 1.63%. Under mean–variance utility with 𝛿 = 2, the monthly net return increases

from 1.69% to 2.51%, while net volatility rises from 10.33% to 10.58%. The sources of the higher

net return differ across the two objectives. Under the Sharpe-ratio objective, cost-aware training

combines a higher gross return with lower transaction costs. Under mean–variance utility, the gross

return is slightly lower, but the reduction in transaction costs more than offsets this difference.

Thus, the higher net objective reflects the preservation of more average return after transaction

costs, despite higher realized volatility. This pattern is consistent with the regularization view

of portfolio choice with transaction costs in Olivares-Nadal and DeMiguel (2018) and with the

structural reallocation documented in Section 3.2.

3.3.2. Sources of the Net Performance Gain The baseline comparison does not reveal

whether the higher net objective comes mainly from generating a different set of basis-portfolios or

from allocating differently across a given set. For every annual estimation window, we cross cost-

ignorant (CI) and cost-aware (CA) rules for generation and allocation to form four strategies: CI–CI,

CI–CA, CA–CI, and CA–CA, with the first element denoting generation and the second allocation.

The CI rule omits transaction costs from the relevant objective, whereas the CA rule includes

them. Changing the allocation rule leaves the estimated tree structure and basis-portfolio definition

unchanged. All four strategies use the same stock universe, covariance estimator, rolling-window

protocol, and realized transaction-cost schedule. The comparison of CA–CA with CI–CA is the

empirical counterpart of Theorem 3, evaluated using estimated trees and realized out-of-sample

net returns.

Table 3 reports the results. Panel A presents the maximum-SR objective, and Panel B presents

MVU with 𝛿 = 2. The percentages compare each hybrid separately with the two endpoints and

therefore are not additive. Following DeMiguel et al. (2024), the final column reports bootstrap-

based one-sided 𝑝-values for the null that CA–CA does not deliver a higher net objective than the

strategy in the corresponding row.

First, most of the net performance improvement originates from basis-portfolio generation. Under

maximum SR, CA–CI delivers a net objective of 0.91, compared with 0.17 for CI–CI and 0.98 for
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Table 3 Basis-Portfolio Generation versus Allocation

Strategy Net objective Gain from CI–CI
Total gain

recovered (%) 𝑝-value

Panel A: Maximum Sharpe Ratio
CI–CI 0.17 – – < 0.001
CI–CA 0.43 0.26 32.26 0.003
CA–CI 0.91 0.74 91.77 0.003
CA–CA 0.98 0.80 100.00 –

Panel B: Mean–Variance Utility
CI–CI 0.62 – – 0.058
CI–CA 0.83 0.20 26.13 0.126
CA–CI 1.40 0.78 100.87 0.620
CA–CA 1.40 0.77 100.00 –

Notes. This table reports the 2× 2 comparison of cost-ignorant (CI) and cost-aware (CA) Panel Tree basis-portfolio generation and allocation rules.
The first element of each strategy label identifies the basis-portfolio generation rule, and the second identifies the allocation rule. All specifications
use the same 480 out-of-sample months from January 1984 through December 2023 and are evaluated using the same transaction-cost schedule. Net
objective is the annualized net Sharpe ratio in Panel A and net mean–variance utility multiplied by 100 in Panel B. Gain from CI–CI is the difference
between each net objective and the CI–CI net objective within the same panel. Total gain recovered is 100 times this difference divided by the positive
CA–CA-minus-CI–CI difference, calculated using unrounded objective values. The two hybrid percentages are separate counterfactual comparisons
and need not sum to 100. Following DeMiguel et al. (2024), the final column reports bootstrap-based one-sided 𝑝-values for the null that CA–CA
does not deliver a higher net objective than the strategy in the corresponding row. We jointly resample the monthly net returns of all four strategies
10,000 times using a stationary block bootstrap with an average block length of five months and recompute the relevant objective in every bootstrap
sample.

CA–CA, and therefore recovers 91.77% of the total improvement. Although cost-aware allocation

accounts for only the remaining 8.23% of the gain, CA–CA still outperforms CA–CI with a 𝑝-value

of 0.003. Under MVU, CA–CI raises the net objective from 0.62 to 1.40, marginally above the

CA–CA point estimate before rounding, and thus recovers 100.87% of the total improvement. The

𝑝-value of 0.620 provides no evidence that CA–CA outperforms CA–CI. Their nearly identical

net objectives indicate that, conditional on the CA tree, CA allocation has little incremental effect

under MVU. These results attribute the bulk of the cost-aware performance gain to basis-portfolio

generation rather than to the subsequent allocation decision.

Second, the complementary CI–CA comparison shows that downstream allocation accounts for a

smaller share of the improvement. Applying the CA allocation rule to the original CI basis-portfolios

raises the net objective to 0.43 under maximum SR and to 0.83 under MVU, recovering 32.26%

and 26.13% of the respective endpoint gains. Cost-aware allocation improves the point estimate

for a fixed CI basis-portfolio set, but it cannot reproduce the gains achieved when transaction costs

shape the basis-portfolios themselves. Taken together, the two hybrid comparisons indicate that

basis-portfolio generation is the primary source of the CA gain, while allocation operates through

a secondary, partially overlapping margin.
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Figure 4 Rolling Out-of-Sample Performance
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Note. This figure compares the 10-year rolling out-of-sample performance of cost-ignorant (left column) and cost-aware (right

column) Panel Trees. The top row reports annualized Sharpe ratios, and the bottom row reports monthly mean–variance utility

with 𝛿 = 2, multiplied by 100. Dashed and solid curves show gross and net rolling performance, respectively; horizontal dotted

and dash-dotted lines show the corresponding full-sample gross and net objectives. The gray shaded area highlights the gross–net

difference. The models are updated annually using a 10-year estimation window.

3.3.3. Time-Series Analysis We next examine whether the gains from cost-aware Panel Trees

are persistent over time or driven by a few episodes. Figure 4 plots the 10-year rolling out-of-sample

performance of the two strategies, complementing the full-sample averages in Table 2.

Under both objectives, the cost-aware Panel Tree shows a narrower gross–net wedge and a higher

net series than the cost-ignorant model over most of the rolling evaluation period, indicating that

the improvement is not confined to a few favorable episodes. The contrast under mean–variance

utility is especially clear around the 2008 global financial crisis.

4. Conclusion

This paper develops a cost-aware Panel Tree that integrates basis-portfolio generation and allocation

by incorporating individual asset-level transaction costs into split selection. Our theoretical results

establish conditions for recovering the investment opportunity set of underlying assets and for
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strictly positive gains from cost-aware basis redesign. Using U.S. equities, we find that cost-aware

Panel Trees lower transaction costs and turnover and improve out-of-sample net performance under

both the maximum-Sharpe-ratio and mean–variance objectives. Most of the improvement comes

from basis-portfolio generation rather than subsequent allocation.

Notes

1The count ˜︁𝑁𝑡 := |I𝑡−1 ∪I𝑡 | denotes the number of assets in the combined universe for months

𝑡 − 1 and 𝑡. For any asset 𝑖 leaving the trading universe in month 𝑡, we assume 𝜅𝑖,𝑡 = 𝜅𝑖,𝑡−1.

2Empirically, following Brandt et al. (2009), we set 𝑏𝑖,𝑡 := 0.006−0.0025𝑚𝑣𝑟𝑎𝑛𝑘
𝑖,𝑡−1 , where𝑚𝑣𝑟𝑎𝑛𝑘

𝑖,𝑡−1

denotes rank-standardized lagged market value. The scalar 𝜓𝑡 decreases linearly from 4 in January

1974 to 1 in January 2002, remaining fixed at 1 thereafter.

3 This set A𝜏 is conditional on the current tree and its number of leaves, with that dependence

suppressed locally; the later comparisons between tree models writes A(Θ) explicitly.

4 We restrict the sample to common stocks listed on U.S. exchanges and require non-missing

lagged market equity and returns, together with positive book equity and lagged market equity. Each

characteristic is standardized cross-sectionally to lie in the [0, 1] interval. Missing characteristic

values are first imputed using industry medians and then, when necessary, cross-sectional medians.

We will provide further details on the stock sample in online supplementary materials.

5Split capacity is the number of splits made by a Panel Tree subject to a prespecified limit on

tree growth. In our empirical setting, each tree is allowed at most nine splits. Its allocation across

characteristics reflects which characteristics are selected and how often they are used to split the

asset universe.

6We will report the corresponding tree structure results for MVU with 𝛿 = 2 in online supple-

mentary materials.
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Appendix A: Notation

A.1. Assets and Characteristics

I𝑡 : Trading universe in month 𝑡.

𝑁𝑡 : The number of individual assets in month 𝑡.

𝑟𝑖,𝑡 : Excess return of individual asset 𝑖 in month 𝑡.

𝒓𝑡 : The vector of asset excess returns (𝑁𝑡 × 1).

𝒛𝑖,𝑡−1 : The vector of 𝐾 lagged, rank-standardized individual asset characteristics (𝐾 × 1).

A.2. Basis-Portfolio Generation

𝑔 : General characteristic-based portfolio generation rule.

Θ : Characteristic-based portfolio generation rule defined by a Panel Tree.

L(Θ) : Set of leaf basis-portfolios indexed by 𝑗 = 1, . . . , 𝑚.

𝑚 : The number of leaf basis-portfolios.

I 𝑗𝑡 : Set of individual assets in basis-portfolio 𝑗 in month 𝑡.

𝑁
𝑗
𝑡 : The number of individual assets in basis-portfolio 𝑗 in month 𝑡.

𝐿 : Maximum number of leaves in a Panel Tree.

T𝐿 : Set of feasible Panel Trees with at most 𝐿 leaves.

A.3. Portfolio Weights

𝑞𝑖,𝑡 : Market-portfolio benchmark weight of asset 𝑖 in month 𝑡.

𝜋𝑖,𝑡 : Within-portfolio value weight of asset 𝑖 in month 𝑡.

𝜙 𝑗 ,𝑡 : Within-portfolio weight multiplier of basis-portfolio 𝑗 in month 𝑡.

𝒘, 𝑤 𝑗 : Vector of basis-portfolio allocation weights (𝑚 × 1) and its 𝑗-th element.

ℎ𝑖,𝑡 : Portfolio weight of asset 𝑖 in month 𝑡.

𝑓 ∗ : Weight-multiplier under the optimal individual asset-level strategy.

𝑓𝑚,𝑡 : Weight-multiplier by 𝑚 basis-portfolios in month 𝑡.

A.4. Returns, Costs, and Allocation

𝑅 𝑗 ,𝑡 ,R𝑡 : Basis-portfolio excess return and vector of basis-portfolio excess returns (𝑚 × 1).

𝑅𝑡 (𝑔,𝒘) : Gross strategy excess return under generation rule 𝑔 and allocation 𝒘.

𝐶𝑡 , ˜︁𝐶𝑡 : Exact and approximate transaction costs in month 𝑡, respectively.ˆ︁𝐶𝑇 : Sample average of ˜︁𝐶𝑡 .˜︂Δℎ𝑖,𝑡 : Approximate trade in asset 𝑖 in month 𝑡.ˆ︁𝝁𝑇 ,ˆ︁𝚺𝑇 : Sample mean vector (𝑚 × 1) and covariance matrix with shrinkage (𝑚 ×𝑚) of basis-portfolio returns.

𝛿 : Mean–variance risk aversion parameter.

A𝜏 : Feasible allocation set for objective 𝜏 ∈ {MVU,SR}.

U𝜏,𝑇 (Θ) : Optimal objective value for Panel Tree Θ under allocation objective 𝜏.
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A.5. Population Investment Opportunities

U0 (𝑔,𝒘) : Gross mean–variance utility under generation rule 𝑔 and allocation 𝒘.

U0 (𝑔) : Optimal gross mean–variance utility under generation rule 𝑔.

Uasset,∗
0 ,Ubasis,∗

0 : Optimal utility from individual assets and basis-portfolios, respectively.

Utree,∗
0 (𝐿) : Optimal utility over feasible iterative trees with at most 𝐿 leaves.

𝜌2
𝑚 : Minimum variance of the returns of the spread portfolio that longs the optimal individual asset-level strategy and

shorts an 𝑚-basis-portfolio strategy.

𝐴𝐿 : Utility gap between the optimal basis-portfolio strategy and the optimal iterative-tree strategy with at most 𝐿

leaves.

Γ𝐿 : Utility gap between the optimal iterative-tree strategy and the Panel Tree strategy, both with at most 𝐿 leaves.

A.6. Cost-Aware Basis Design and Comparisons

A(Θ) : Feasible allocation set on tree Θ under mean–variance utility.

𝔉𝐿 : Common domain of feasible pairs (Θ,𝒘) with Θ ∈ T𝐿 and 𝒘 ∈ A(Θ).
𝜆 : Cost indicator, costs excluded at 𝜆 = 0 and included at 𝜆 = 1.

U𝜆 (Θ) : Optimal cost-aware utility from tree Θ.

Θ0,Θ1 : Selected global CI- and CA-optimal generation rules, respectively.

𝒘CI
Θ
,𝒘CA

Θ
: Gross-utility-optimal and cost-aware-optimal allocations on tree Θ.

D(Θ) : Gross opportunity loss relative to the selected gross-optimal tree Θ0.

K(Θ) : Friction loss on tree Θ after allocation adjusts, including gross utility sacrificed and residual expected cost.

N(Θ) : Common menu of the parent tree and its admissible one-split children.

𝑥, 𝑦 ∈ {0,1} : Dummy indices for generation and allocation, respectively, with 0 for CI and 1 for CA.

𝒘𝑥,𝑦 : Optimal allocation under regime 𝑦 on tree Θ𝑥 .

𝐽𝑥𝑦 : Population crossed value evaluated under the same cost-aware criterion in every cell.

Appendix B: Theoretical Foundations of Basis-Portfolio Generation

This section presents the proofs for Theorems 1-3.

B.1. Proof of Theorem 1

B.1.1. Mean–Variance Utility Projection Let 𝑅∗ denote the optimal individual asset-level asset allocation return.

For any feasible basis-portfolio generation rule 𝑔 and allocation rule 𝒘 with return 𝑅, we set 𝐷 = 𝑅 − 𝑅∗. For each 𝑅,

assume there is an 𝜂 > 0 such that 𝑅∗ + 𝜀𝐷 can be generated by a feasible individual asset-level asset allocation rule for

every |𝜀 | < 𝜂. For each finite number 𝑚 of characteristic-managed basis-portfolios, we assume that an optimal feasible

generation rule and allocation exist.

Proof of the utility-loss identity in Theorem 1 For any asset return vector 𝑋 , writeU0 (𝑋) := E[𝑋] − (𝛿/2)Var(𝑋).
Let 𝑅∗ be the return under the optimal individual asset-level allocation and let 𝑅 be the return generated by any basis-

portfolio generation rule and allocation rule. Set 𝐷 = 𝑅 − 𝑅∗. By assumption, 𝑅∗ + 𝜀𝐷 is feasible for all sufficiently

small positive and negative 𝜀. Optimality therefore implies:

𝑑

𝑑𝜀
U0 (𝑅∗ + 𝜀𝐷)

����
𝜀=0

= E[𝐷] − 𝛿Cov(𝑅∗, 𝐷) = 0. (B.1)
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Using 𝑅 = 𝑅∗ +𝐷, the utility difference is

U0 (𝑅∗) −U0 (𝑅) = E[𝑅∗] −E[𝑅] + 𝛿
2
{︁
Var(𝑅) −Var(𝑅∗)

}︁
= −E[𝐷] + 𝛿Cov(𝑅∗, 𝐷)⏞                        ⏟⏟                        ⏞

=0, according to (B.1)

+𝛿
2

Var(𝐷)

=
𝛿

2
Var(𝑅∗ − 𝑅).

(B.2)

Minimizing over feasible basis-portfolio strategies gives

Uasset,∗
0 −Ubasis,∗

0 =
𝛿

2
min
𝑔,𝒘

Var[𝑅∗ − 𝑅𝑡 (𝑔,𝒘)] =
𝛿

2
𝜌2
𝑚. □ (B.3)

B.1.2. Characteristic-Function Approximation To establish the convergence conclusion in Theorem 1, define

the approximation error in portfolio weight for asset 𝑖 in portfolio 𝑗 as

𝑒𝑖, 𝑗 ,𝑡 := 𝑓𝑚,𝑡 (𝒛𝑖,𝑡−1;𝒘) − 𝑓 ∗ (𝒛𝑖,𝑡−1) = 𝑤 𝑗𝜙 𝑗 ,𝑡 (𝒛𝑖,𝑡−1) − 𝑓 ∗ (𝒛𝑖,𝑡−1).

Then ℎ𝑖,𝑡 − ℎ∗𝑖,𝑡 = 𝑞𝑖,𝑡𝑒𝑖, 𝑗 ,𝑡 . Since an individual asset belongs to only one portfolio at each date, these errors enter the

strategy return through

𝑅𝑡 (𝑔,𝒘) − 𝑅asset,∗
𝑡 =

𝑚∑︁
𝑗=1

𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡𝑒𝑖, 𝑗 ,𝑡𝑟𝑖,𝑡 .

For each 𝑚, let a basis-portfolio generation rule 𝑔 partition the compact characteristic space into disjoint regions

𝐶1, . . . ,𝐶𝑚. We assume that there exists a feasible allocation𝒘 ∈ A, fixed across evaluation dates, such that the multiplier

applied to each stock’s benchmark weight lies within the range of optimal multipliers in the region. Specifically,

inf
𝒛∈𝐶 𝑗

𝑓 ∗ (𝒛) ≤ 𝑤 𝑗𝜙 𝑗 ,𝑡 (𝒛𝑖,𝑡−1) ≤ sup
𝒛∈𝐶 𝑗

𝑓 ∗ (𝒛), (B.4)

for every 𝑗 = 1, . . . , 𝑚, 𝑖 = 1, . . . , 𝑁 𝑗
𝑡 , and evaluation date 𝑡.

LEMMA 1 (Local function approximation and return convergence). Suppose 𝑓 ∗ is continuous on the compact

characteristic space, max1≤ 𝑗≤𝑚 diam(𝐶 𝑗 ) → 0 as 𝑚→∞, and Eq. (B.4) holds for each 𝑚 under a feasible allocation

fixed across evaluation dates. Let F𝑡−1 denote the information available at portfolio formation. Assume that portfolio

membership, 𝑞𝑖,𝑡 , and 𝑒𝑖, 𝑗 ,𝑡 are F𝑡−1-measurable (predictability condition), and that E[𝑟2
𝑖,𝑡
| F𝑡−1] ≤𝑀 <∞ uniformly

in 𝑖, 𝑡 (moment condition). Then 𝑒𝑖, 𝑗 ,𝑡 converges uniformly to 0 over assets and evaluation dates, and

0 ≤ 𝜌2
𝑚 ≤ E

[︂ (︁
𝑅𝑡 (𝑔,𝒘) − 𝑅asset,∗

𝑡

)︁2
]︂

≤𝑀 max
1≤ 𝑗≤𝑚

sup
𝒛,𝒛′∈𝐶 𝑗

| 𝑓 ∗ (𝒛) − 𝑓 ∗ (𝒛′) |2 −→ 0.
(B.5)

Here 𝒛 and 𝒛′ are any two characteristic vectors in the same region 𝐶 𝑗 , so the supremum measures the largest squared

difference in values of 𝑓 ∗ within that region.

Proof By Eq. (B.4),

|𝑒𝑖, 𝑗 ,𝑡 | ≤ sup
𝒛,𝒛′∈𝐶 𝑗

| 𝑓 ∗ (𝒛) − 𝑓 ∗ (𝒛′) |.

Because 𝑓 ∗ is continuous on a compact characteristic space, sufficiently close characteristic vectors have arbitrarily

close values of 𝑓 ∗, with the same distance threshold applying throughout the space. As the maximum region diameter

tends to zero, the bound tends to zero uniformly over assets and evaluation dates.
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Since 𝑞𝑖,𝑡 ≥ 0 and
∑︁
𝑗 ,𝑖 𝑞𝑖,𝑡 = 1, Jensen’s inequality gives

©­«
𝑚∑︁
𝑗=1

𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡𝑒𝑖, 𝑗 ,𝑡𝑟𝑖,𝑡

ª®¬
2

≤
𝑚∑︁
𝑗=1

𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡𝑒

2
𝑖, 𝑗 ,𝑡𝑟

2
𝑖,𝑡 .

Taking conditional expectations and using the second-moment bound therefore yields

E
[︂ (︁
𝑅𝑡 (𝑔,𝒘) − 𝑅asset,∗

𝑡

)︁2
]︂
≤𝑀 E

⎡⎢⎢⎢⎢⎣
𝑚∑︁
𝑗=1

𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡𝑒

2
𝑖, 𝑗 ,𝑡

⎤⎥⎥⎥⎥⎦
≤𝑀 max

1≤ 𝑗≤𝑚
sup

𝒛,𝒛′∈𝐶 𝑗

| 𝑓 ∗ (𝒛) − 𝑓 ∗ (𝒛′) |2 −→ 0.

By feasibility,
𝜌2
𝑚 ≤Var

[︁
𝑅𝑡 (𝑔,𝒘) − 𝑅asset,∗

𝑡

]︁
≤ E

[︂ (︁
𝑅𝑡 (𝑔,𝒘) − 𝑅asset,∗

𝑡

)︁2
]︂
→ 0.

Eq. (19) then gives the utility convergence. □

B.2. Proof of Theorem 2

Assume that at least one tree is feasible and that the stock-level second-moment bound in Lemma 1 holds for all feasible
trees. Each leaf portfolio uses nonnegative weights that sum to one and are known at portfolio formation, so its return
has finite mean and variance. For each tree, the mean–variance objective is therefore continuous in the allocation
weights and reaches its maximum on the compact feasible allocation set. For any finite 𝐿, which is the number of leaves
of a tree, the finite threshold grid gives only finitely many candidate trees. Selecting the tree with the highest optimized
utility therefore attainsUtree,∗

0 (𝐿).

B.2.1. Approximation by leaf basis-portfolios

LEMMA 2 (Approximation by leaf basis-portfolios). Fix a strategy (𝑔,𝒘). Suppose 𝑓𝑚,𝑡 is uniformly continuous

on [0,1]𝐾 across evaluation dates. Under the predictability and moment conditions in Lemma 1, there exist feasible

iterative trees with at most 𝐿 leaves and allocation rules whose returns converge in mean square to 𝑅𝑡 (𝑔,𝒘). Their

mean–variance utilities converge toU0 (𝑔,𝒘), as 𝐿→∞.

Proof We construct a sequence of iterative trees with increasing leaf limits 𝐿 to approximate the given strategy
(𝑔,𝒘) with 𝑚 basis-portfolios. It suffices to construct partitions whose maximum leaf diameter tends to zero.

Starting from [0,1]𝐾 , we cycle through all 𝐾 coordinates, splitting every current leaf at the midpoint of the selected
coordinate. This construction refines every leaf in every coordinate, and it does not require general Panel Trees to use
midpoint splits. After 𝑑 complete cycles, the resulting tree has 2𝐾𝑑 leaves, each with side length 2−𝑑 . Set 𝑑 =

⌊︂
log2 𝐿
𝐾

⌋︂
.

Since the result concerns 𝐿→∞ for fixed 𝐾 , we consider 2𝐾𝑑 ≤ 𝐿. The grid and leaf-size assumptions ensure that the
resulting tree ˜︁T𝐿 is admissible.

Let 𝐶 𝑗 ,𝐿 denote the characteristic region of its 𝑗 th leaf. These regions need not coincide with those of the target
strategy’s basis-portfolios. For any two characteristic vectors 𝒛, 𝒛′ ∈ 𝐶 𝑗 ,𝐿 , let 𝑧𝑝 and 𝑧′𝑝 denote their 𝑝th coordinates.
Each coordinate interval has length 2−𝑑 , so |𝑧𝑝 − 𝑧′𝑝 | ≤ 2−𝑑 for 𝑝 = 1, . . . , 𝐾 . Hence

max
𝑗

diam(𝐶 𝑗 ,𝐿) = max
𝑗

sup
𝒛,𝒛′∈𝐶 𝑗,𝐿

©­«
𝐾∑︁
𝑝=1
(𝑧𝑝 − 𝑧′𝑝)2

ª®¬
1/2

≤ ©­«
𝐾∑︁
𝑝=1
(2−𝑑)2ª®¬

1/2

=
√
𝐾 2−𝑑 ≤ 2

√
𝐾 𝐿−1/𝐾 −→ 0.
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The last inequality follows from 𝑑 ≥ (log2 𝐿)/𝐾 − 1, and the limit holds as 𝐿→∞ for fixed 𝐾 . We assign each leaf the
target strategy’s total holding in its region. Indexing the assets in leaf 𝑗 at date 𝑡 by 𝑖 = 1, . . . , 𝑁 𝑗

𝑡 , set

𝑤 𝑗 ,𝐿 :=
𝑁

𝑗
𝑡∑︁

𝑖=1
ℎ𝑖,𝑡 (𝑔,𝒘) =

𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡 𝑓𝑚,𝑡 (𝒛𝑖,𝑡−1;𝒘).

With market-portfolio benchmark weight 𝑞𝑖,𝑡 , the individual asset-level holding in asset 𝑖 is˜︁ℎ𝑖,𝑡 = 𝑤 𝑗 ,𝐿 𝑞𝑖,𝑡∑︁𝑁
𝑗
𝑡

𝑢=1 𝑞𝑢,𝑡

= 𝑞𝑖,𝑡
𝑤 𝑗 ,𝐿∑︁𝑁

𝑗
𝑡

𝑢=1 𝑞𝑢,𝑡

.

For 𝒛 ∈𝐶 𝑗 ,𝐿 , define

𝑓 leaf
𝐿,𝑡 (𝒛;𝒘𝐿) :=

𝑤 𝑗 ,𝐿∑︁𝑁
𝑗
𝑡

𝑢=1 𝑞𝑢,𝑡

=

𝑁
𝑗
𝑡∑︁

𝑢=1

𝑞𝑢,𝑡∑︁𝑁
𝑗
𝑡

𝑣=1 𝑞𝑣,𝑡

𝑓𝑚,𝑡 (𝒛𝑢,𝑡−1;𝒘).

Thus, 𝑓 leaf
𝐿,𝑡

is the market-equity-weighted average of 𝑓𝑚,𝑡 across assets within each leaf. For asset 𝑖 in leaf 𝑗 , define the
approximation error

𝑒𝑖, 𝑗 ,𝑡 ,𝐿 := 𝑓 leaf
𝐿,𝑡 (𝒛𝑖,𝑡−1;𝒘𝐿) − 𝑓𝑚,𝑡 (𝒛𝑖,𝑡−1;𝒘).

The averaging weights are nonnegative and sum to one. Subtracting 𝑓𝑚,𝑡 and applying the triangle inequality gives

|𝑒𝑖, 𝑗 ,𝑡 ,𝐿 | =

������
𝑁

𝑗
𝑡∑︁

𝑢=1

𝑞𝑢,𝑡∑︁𝑁
𝑗
𝑡

𝑣=1 𝑞𝑣,𝑡

[︁
𝑓𝑚,𝑡 (𝒛𝑢,𝑡−1;𝒘) − 𝑓𝑚,𝑡 (𝒛𝑖,𝑡−1;𝒘)

]︁ ������
≤
𝑁

𝑗
𝑡∑︁

𝑢=1

𝑞𝑢,𝑡∑︁𝑁
𝑗
𝑡

𝑣=1 𝑞𝑣,𝑡

�� 𝑓𝑚,𝑡 (𝒛𝑢,𝑡−1;𝒘) − 𝑓𝑚,𝑡 (𝒛𝑖,𝑡−1;𝒘)
��

≤ sup
𝒛,𝒛′∈𝐶 𝑗,𝐿

�� 𝑓𝑚,𝑡 (𝒛;𝒘) − 𝑓𝑚,𝑡 (𝒛′;𝒘)�� .
Uniform continuity of 𝑓𝑚,𝑡 across evaluation dates and shrinking leaf diameters imply that 𝑒𝑖, 𝑗 ,𝑡 ,𝐿 converges

uniformly to zero over assets and dates. Since ˜︁ℎ𝑖,𝑡 − ℎ𝑖,𝑡 (𝑔,𝒘) = 𝑞𝑖,𝑡𝑒𝑖, 𝑗 ,𝑡 ,𝐿 , the return difference is

𝐷𝑡 ,𝐿 := 𝑅𝑡 (˜︁T𝐿 ,𝒘𝐿) − 𝑅𝑡 (𝑔,𝒘) =∑︁
𝑗

𝑁
𝑗
𝑡∑︁

𝑖=1

[︁˜︁ℎ𝑖,𝑡 − ℎ𝑖,𝑡 (𝑔,𝒘)]︁𝑟𝑖,𝑡 =∑︁
𝑗

𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡𝑒𝑖, 𝑗 ,𝑡 ,𝐿𝑟𝑖,𝑡 .

Applying the weighted-square argument of Lemma 1, with
∑︁
𝑗

∑︁𝑁
𝑗
𝑡

𝑖=1 𝑞𝑖,𝑡 = 1, gives

E[𝐷2
𝑡 ,𝐿] ≤ E

⎡⎢⎢⎢⎢⎣
∑︁
𝑗

𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡𝑒

2
𝑖, 𝑗 ,𝑡 ,𝐿𝑟

2
𝑖,𝑡

⎤⎥⎥⎥⎥⎦
≤𝑀 E

⎡⎢⎢⎢⎢⎣
∑︁
𝑗

𝑁
𝑗
𝑡∑︁

𝑖=1
𝑞𝑖,𝑡𝑒

2
𝑖, 𝑗 ,𝑡 ,𝐿

⎤⎥⎥⎥⎥⎦
≤𝑀 sup

𝑡

max
𝑗

sup
𝒛,𝒛′∈𝐶 𝑗,𝐿

�� 𝑓𝑚,𝑡 (𝒛;𝒘) − 𝑓𝑚,𝑡 (𝒛′;𝒘)��2 −→ 0.

The final convergence follows from the shrinking maximum leaf diameter and the uniform continuity of 𝑓𝑚,𝑡 uniformly
over evaluation dates. The utility difference satisfies

U0 (˜︁T𝐿 ,𝒘𝐿) −U0 (𝑔,𝒘)

= E[𝐷𝑡 ,𝐿] − 𝛿Cov
(︁
𝑅𝑡 (𝑔,𝒘), 𝐷𝑡 ,𝐿

)︁
− 𝛿

2
Var(𝐷𝑡 ,𝐿) −→ 0.

Since E[𝐷2
𝑡 ,𝐿
] → 0, both E[𝐷𝑡 ,𝐿] and Var(𝐷𝑡 ,𝐿) converge to zero. By the Cauchy–Schwarz inequality,

Cov(𝑅𝑡 (𝑔,𝒘), 𝐷𝑡 ,𝐿) also converges to zero. □
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B.2.2. Greedy splitting under the global economic objective Fix 𝐿 and its threshold grid Q. Let Θ𝑠 denote the

Panel Tree after 𝑠 decision steps. For each candidate split 𝜉 on this grid, define the utility gain of this split as

Δ(𝜉;Θ𝑠) :=U0 (Θ𝑠 ⊕ 𝜉) −U0 (Θ𝑠). (B.6)

Each utility value is computed by optimizing the allocation across all leaf basis-portfolios of the Panel Tree. At each

step, the algorithm evaluates all admissible candidate splits and selects the one with the largest strictly positive gain. If

no positive-gain split remains, we keep the tree unchanged through step 𝐿 − 1 for the purpose of the proof. Write Θ𝐿−1

for the terminal tree. Each intermediate tree is feasible and has at most 𝐿 leaves. Define its utility gap relative to the

optimal feasible tree as

𝐺𝑠,𝐿 :=Utree,∗
0 (𝐿) −U0 (Θ𝑠), 𝑠 = 0, . . . , 𝐿 − 1. (B.7)

LEMMA 3 (Utility loss from greedy splitting). Let 𝐿 ≥ 2. Suppose there exist a gain fraction 0 < 𝜒𝐿 ≤ 1 and an

additive tolerance 𝜖𝐿 ≥ 0 such that, at every step 𝑠 < 𝐿 − 1 with 𝐺𝑠,𝐿 > 𝜖𝐿/𝜒𝐿 , at least one admissible split 𝜉 satisfies

Δ(𝜉;Θ𝑠) ≥ 𝜒𝐿𝐺𝑠,𝐿 − 𝜖𝐿 > 0. (B.8)

Then the greedy rule described above satisfies

0 ≤ Γ𝐿 ≤ 𝑒−𝜒𝐿 (𝐿−1)𝐺0,𝐿 +
𝜖𝐿

𝜒𝐿
. (B.9)

In particular, Γ𝐿→ 0 if 𝐺0,𝐿 =𝑂 (1), 𝜒𝐿𝐿→∞, and 𝜖𝐿/𝜒𝐿→ 0.

Proof When 𝐺𝑠,𝐿 > 𝜖𝐿/𝜒𝐿 , the largest-gain split achieves at least the improvement in Eq. (B.8). When 𝐺𝑠,𝐿 ≤
𝜖𝐿/𝜒𝐿 , accepting only positive gains or retaining the current tree gives 𝐺𝑠+1,𝐿 ≤𝐺𝑠,𝐿 ≤ (1− 𝜒𝐿)𝐺𝑠,𝐿 + 𝜖𝐿 . Thus, in

both cases,

𝐺𝑠+1,𝐿 =𝐺𝑠,𝐿 −Δ(𝜉∗𝑠+1;Θ𝑠) ≤ (1− 𝜒𝐿)𝐺𝑠,𝐿 + 𝜖𝐿 .

Iterating for 𝐿 − 1 decision steps gives

Γ𝐿 =𝐺𝐿−1,𝐿 ≤ (1− 𝜒𝐿)𝐿−1𝐺0,𝐿 + 𝜖𝐿
𝐿−2∑︁
𝑠=0
(1− 𝜒𝐿)𝑠 ≤ 𝑒−𝜒𝐿 (𝐿−1)𝐺0,𝐿 +

𝜖𝐿

𝜒𝐿
.

The stated growth conditions make both terms vanish. □

Eq. (B.8) additionally requires a positive-gain candidate whenever the remaining gap exceeds 𝜖𝐿/𝜒𝐿 , and quantifies

the progress it delivers.

Proof of Theorem 2 Both 𝐴𝐿 and Γ𝐿 are nonnegative: the Panel Tree is a feasible iterative tree under the same leaf

limit, and every feasible recursive-tree strategy is a feasible characteristic-managed basis-portfolio strategy.

To establish 𝐴𝐿 → 0, fix 𝜂 > 0 and choose a feasible target strategy (𝑔,𝒘) satisfying Lemma 2 and U0 (𝑔,𝒘) >
Ubasis,∗

0 − 𝜂. Such strategies exist by the theorem’s assumptions. Hold this target fixed as 𝐿 increases. The lemma

supplies feasible tree strategies whose utilities converge to its utility. Since the optimal tree value is at least the utility

of each constructed strategy,
0 ≤ 𝐴𝐿 ≤Ubasis,∗

0 −U0 (˜︁T𝐿 ,𝒘𝐿)
≤ 𝜂 +

���U0 (𝑔,𝒘) −U0 (˜︁T𝐿 ,𝒘𝐿)��� .
Taking 𝐿→∞ gives lim sup𝐿→∞ 𝐴𝐿 ≤ 𝜂. Since 𝜂 > 0 is arbitrary, 𝐴𝐿→ 0. Here 𝜂 is a utility tolerance used only to

approach the supremum; neither the target nor the constructed allocations need be the same for different tolerances.
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The greedy lemma gives

0 ≤Ubasis,∗
0 −U0 (Θ𝐿−1) ≤ 𝐴𝐿 + 𝑒−𝜒𝐿 (𝐿−1)𝐺0,𝐿 +

𝜖𝐿

𝜒𝐿
. (B.10)

Since 𝐴𝐿 → 0, the conditions 𝐺0,𝐿 = 𝑂 (1), 𝜒𝐿𝐿 →∞, and 𝜖𝐿/𝜒𝐿 → 0 make the full bound vanish. This proves

Eq. (24). □

COROLLARY 1 (From individual assets to Panel Tree). Under the convergence conditions of Theorems 1 and 2,

0 ≤Uasset,∗
0 −U0 (Θ𝐿−1) = 𝐴𝐿 + Γ𝐿 −→ 0. (B.11)

Proof Under Theorem 1, feasible basis-portfolio strategies are admissible individual asset-level strategies and

Ubasis,∗
0 (𝑚) → Uasset,∗

0 . Taking the supremum over 𝑚 therefore gives Ubasis,∗
0 =Uasset,∗

0 . Theorem 2 independently

establishes convergence toUbasis,∗
0 . Combining the two results proves the corollary. □

B.3. Proof of Theorem 3

Proof For the fixed cost-ignorant-optimal tree, let

𝒘CA
Θ0 ∈ arg max

𝒘∈A(Θ0 )

{︁
U0 (Θ0,𝒘) −E[𝐶𝑡 (Θ0,𝒘)]

}︁
. (B.12)

Thus the benchmark allocation is already optimized for costs. Its pair with Θ0 remains feasible in the joint problem, so

U1 (Θ1) = max
Θ∈T𝐿

U1 (Θ) ≥U1 (Θ0). (B.13)

Gross optimality of Θ0 gives D(Θ) ≥ 0. Nonnegative costs imply U1 (Θ) ≤ U0 (Θ), so K(Θ) ≥ 0. Subtracting the

optimized cost-aware criterion from the constantU0 (Θ) gives

K(Θ) = min
𝒘∈A(Θ)

{U0 (Θ) −U0 (Θ,𝒘) +E[𝐶𝑡 (Θ,𝒘)]} . (B.14)

For every feasible tree,

U1 (Θ) =U0 (Θ0) −D(Θ) −K(Θ). (B.15)

Subtracting the value at Θ0 and maximizing over Θ proves Eq. (29). Equivalently,

U1 (Θ1) −U1 (Θ0) =K(Θ0) − min
Θ∈T𝐿

{D(Θ) +K(Θ)}. (B.16)

The maximum in Eq. (29) is positive exactly when some feasible tree satisfies Eq. (30). Equality means that U1 (Θ0)
attains the global cost-aware optimum. This also shows that disjoint cost-ignorant-optimal and cost-aware-optimal sets

are a sufficient, but unnecessary, condition for strictness relative to the selected Θ0. □

B.4. Economic interpretation and split selection

Friction loss after allocation adjustment. For a fixed tree, let 𝒘CA
Θ

maximize its cost-aware criterion.

Eq. (B.14) gives
K(Θ) =U0 (Θ) −U0 (Θ,𝒘CA

Θ )

+E[𝐶𝑡 (Θ,𝒘CA
Θ )] .

(B.17)

The friction loss combines the gross utility sacrificed during cost-aware reallocation and the expected trading cost that

remains. If 𝒘CI
Θ

maximizes gross utility on the same tree, its feasibility in the cost-aware problem yields

0 ≤ E[𝐶𝑡 (Θ,𝒘CA
Θ )] ≤ K(Θ) ≤ E[𝐶𝑡 (Θ,𝒘

CI
Θ )] . (B.18)

Theorem 3 therefore compares two losses: the gross opportunity lost by changing the basis and the friction loss

remaining after allocation has adjusted on each basis.
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Cost-aware split gains. For a parent tree Θ and an admissible split 𝜉, write ΔU𝜆 (𝜉;Θ) =U𝜆 (Θ ⊕ 𝜉) −U𝜆 (Θ)
and ΔK(𝜉;Θ) =K(Θ ⊕ 𝜉) −K(Θ). Then

ΔU1 (𝜉;Θ) = ΔU0 (𝜉;Θ) −ΔK(𝜉;Θ). (B.19)

A split improves the cost-aware criterion exactly when its gross utility gain exceeds the increase in friction loss after

allocation adjusts. The increment in friction loss need not be positive.

PROPOSITION 1 (Reversal of a candidate-split ranking). Let Θ𝐴 and Θ𝐵 be two admissible children of the same

parent. SupposeU0 (Θ𝐴) >U0 (Θ𝐵). The cost-aware criterion strictly prefers Θ𝐵 if and only if

K(Θ𝐴) −K(Θ𝐵) >U0 (Θ𝐴) −U0 (Θ𝐵). (B.20)

Proof Subtracting the two cost-aware values gives

U1 (Θ𝐵) −U1 (Θ𝐴) =K(Θ𝐴) −K(Θ𝐵) − [U0 (Θ𝐴) −U0 (Θ𝐵)] .

The difference is positive precisely under Eq. (B.20); equality gives a tie. □

The condition characterizes when differences in friction loss reverse the gross-utility ranking of two discrete candidate

splits. Such reversals can change the selected characteristics and thresholds.

COROLLARY 2 (One-step comparison from a common parent). For a fixed training window, let

N(Θ) = {Θ} ∪ {Θ ⊕ 𝜉 : 𝜉 is an admissible split}.

Use the common optimized training scoreUMVU,𝑇 defined in Section 2.5, with the fixed-denominator cost convention.

Suppose the cost-aware step maximizes this score overN(Θ). If a cost-ignorant step selects a member Θ′CI of the same

menu, then

UMVU,𝑇 (Θ′CA) ≥max{UMVU,𝑇 (Θ), UMVU,𝑇 (Θ′CI)}. (B.21)

Proof The parent and the cost-ignorant-selected candidate are both available in the cost-aware maximization. □

The corollary applies to a common parent and candidate menu. It does not order the terminal trees produced by

different greedy paths. Retaining the parent as an available choice does not require a refined tree to replicate all of its

parent’s fixed-allocation strategies.

A sufficient condition for strict redesign gains. The following proposition gives an additional sufficient

condition for basis redesign to improve utility beyond optimal cost-aware allocation on the original basis.

PROPOSITION 2 (A sufficient condition for strict improvement). Under the assumptions of Theorem 3, suppose

there exist 𝑎 > 0 and 𝑏 > 0 such that every 𝒘 ∈ A(Θ0) satisfies

U0 (Θ0) −U0 (Θ0,𝒘) < 𝑎 =⇒ E[𝐶𝑡 (Θ0,𝒘)] ≥ 𝑏. (B.22)

Suppose a feasible pair (˜︁Θ,˜︁𝒘) satisfies

𝑠 :=D(˜︁Θ) + [U0 (˜︁Θ) −U0 (˜︁Θ,˜︁𝒘)]
+E[𝐶𝑡 (˜︁Θ,˜︁𝒘)] <min{𝑎, 𝑏}.

(B.23)

Then

U1 (Θ1) −U1 (Θ0) ≥min{𝑎, 𝑏} − 𝑠 > 0. (B.24)
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Proof For each allocation on Θ0, either its gross-utility sacrifice is at least 𝑎, or Eq. (B.22) gives an expected

cost of at least 𝑏. Both terms are nonnegative. Taking the minimum of their sum over allocations therefore gives

K(Θ0) ≥min{𝑎, 𝑏}. The alternative allocation is feasible, so Eq. (B.14) implies

min
Θ∈T𝐿

{D(Θ) +K(Θ)} ≤ D(˜︁Θ) +K(˜︁Θ) ≤ 𝑠.
Substituting these two bounds into Eq. (B.16) proves the result. □

The condition makes the utility–cost tradeoff of the original basis explicit: allocations that sacrifice less than 𝑎

in gross utility incur expected costs of at least 𝑏, and allocations with expected costs below 𝑏 sacrifice at least 𝑎 in

gross utility. Any feasible alternative pair with total loss 𝑠 <min{𝑎, 𝑏} establishes strict improvement. The conclusion

applies to the selected Θ0. Applying this sufficient-condition argument to every gross-optimal rule requires checking

the condition for each such rule.

Relation to the generation–allocation experiment. For this population comparison, let 𝑥, 𝑦 ∈ {0,1} index

generation and allocation, with zero denoting CI and one CA. Let 𝒘𝑥,𝑦 maximize U0 (Θ𝑥 ,𝒘) − 𝑦E[𝐶𝑡 (Θ𝑥 ,𝒘)] over

A(Θ𝑥). Evaluate all four cells under the same population cost-aware criterion:

𝐽𝑥𝑦 :=U0 (Θ𝑥 ,𝒘𝑥,𝑦) −E[𝐶𝑡 (Θ𝑥 ,𝒘𝑥,𝑦)] . (B.25)

Then 𝐽01 =U1 (Θ0) and 𝐽11 =U1 (Θ1), and

𝐽11 − 𝐽00 = 𝐽01 − 𝐽00⏞    ⏟⏟    ⏞
allocation on original basis

+ 𝐽11 − 𝐽01⏞    ⏟⏟    ⏞
redesign after allocation adjusts

. (B.26)

Both increments are nonnegative under the stated population optimization assumptions. The first follows from within-

tree cost-aware allocation, and the second from cost-aware design optimality. The second comparison corresponds

to CA–CA versus CI–CA in Section 3.3. It allows allocation to reoptimize on the redesigned basis; it does not hold

weights fixed. The result does not rank the magnitudes of the two increments. Changing the order of the generation

and allocation adjustments can change their incremental contributions, consistent with evaluating the empirical hybrid

percentages separately.

Scope of the criterion and the guarantees. The population criterion penalizes gross-return variance and

subtracts expected trading costs. For a feasible strategy, abbreviate its return and cost by 𝑅 and 𝐶. MVU computed

from net returns instead satisfies

E[𝑅 −𝐶] − 𝛿
2

Var(𝑅 −𝐶) = E[𝑅] − 𝛿
2

Var(𝑅) −E[𝐶]

+ 𝛿Cov(𝑅,𝐶) − 𝛿
2

Var(𝐶).
(B.27)

This identity requires the displayed second moments, including that of𝐶, to be finite; that additional moment condition

is not needed for the basic expected-cost dominance theorem. The empirical analysis evaluates realized net-return

moments. Its objective values and signs are not guaranteed by the population inequalities above. Likewise, the training

corollary concerns the specified fixed-denominator score, whose ordering need not persist under exact-cost reevaluation.

None of these results establishes dominance between independently grown greedy terminal trees or their realized

out-of-sample performance.
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Appendix C: Cost-Ignorant Allocations and Convex Implementation

C.1. Convex Implementation

Stock-Level Trade Coefficients Let e𝑖,𝑡 ∈ R𝑚 denote the vector with a one in the position corresponding to the
basis-portfolio containing stock 𝑖 in month 𝑡 and zeros elsewhere. Set e𝑖,𝑡 = 0 when 𝑖 ∉I𝑡 . Under the fixed-denominator
convention 𝐺CI

𝑡−1 = 1+ 𝑟 𝑓 ,𝑡−1 + (𝒘CI,∗
𝜏,𝑇
)⊤R𝑡−1, define

a𝑖,𝑡 = 1{𝑖 ∈ I𝑡 }𝜋𝑖,𝑡e𝑖,𝑡 −1{𝑖 ∈ I𝑡−1}
𝜋𝑖,𝑡−1 (1+ 𝑟 𝑓 ,𝑡−1 + 𝑟𝑖,𝑡−1)

𝐺CI
𝑡−1

e𝑖,𝑡−1, (C.1)

where 1{·} denotes the indicator function. The approximate stock trades and transaction-cost terms used in the
optimization follow the fixed-denominator approximation:˜︂Δℎ𝑖,𝑡 (𝒘) = a⊤𝑖,𝑡𝒘,

˜︁𝐶𝑡 (𝒘) = ˜︁𝑁𝑡∑︁
𝑖=1

𝜅𝑖,𝑡
��a⊤𝑖,𝑡𝒘�� ,

ˆ︁𝐶𝑇 (𝒘) = 1
𝑊𝑇

𝑊𝑇∑︁
𝑡=1

˜︁𝐶𝑡 (𝒘).
(C.2)

Convex Programs Introduce auxiliary variables 𝑢𝑖,𝑡 ≥ |a⊤𝑖,𝑡𝒘 |. The MVU problem in Eq. (9) is implemented as

min
𝒘,u

−ˆ︁𝝁⊤𝑇𝒘 + 𝛿2𝒘⊤ˆ︁𝚺𝑇𝒘 + 1
𝑊𝑇

𝑊𝑇∑︁
𝑡=1

˜︁𝑁𝑡∑︁
𝑖=1

𝜅𝑖,𝑡𝑢𝑖,𝑡

s.t. − 𝑢𝑖,𝑡 ≤ a⊤𝑖,𝑡𝒘 ≤ 𝑢𝑖,𝑡 , 𝑢𝑖,𝑡 ≥ 0, 𝑡 = 1, . . . ,𝑊𝑇 , 𝑖 = 1, . . . , ˜︁𝑁𝑡 ,
1⊤𝒘 = 1, ∥𝒘∥22 ≤ 16/𝑚.

(C.3)

For the SR problem in Eq. (10), use the volatility normalization y = 𝒘√
𝒘⊤ˆ︁𝚺𝑇𝒘

. Positive homogeneity of ˆ︁𝐶𝑇 gives the
implementation

max
y,u

ˆ︁𝝁⊤𝑇y− 1
𝑊𝑇

𝑊𝑇∑︁
𝑡=1

˜︁𝑁𝑡∑︁
𝑖=1

𝜅𝑖,𝑡𝑢𝑖,𝑡

s.t.



ˆ︁𝚺1/2

𝑇 y





2
≤ 1,

− 𝑢𝑖,𝑡 ≤ a⊤𝑖,𝑡y ≤ 𝑢𝑖,𝑡 , 𝑢𝑖,𝑡 ≥ 0, 𝑡 = 1, . . . ,𝑊𝑇 , 𝑖 = 1, . . . , ˜︁𝑁𝑡 .
(C.4)

If an optimizer y∗ attains a positive objective value, the volatility constraint binds, and the allocation is

𝒘∗SR,𝑇 =
y∗

∥y∗∥1
.

C.2. Cost-Ignorant Allocations

Cost-Ignorant MVU Allocation The cost-ignorant MVU allocation is

𝒘CI,∗
MVU,𝑇 = arg max

𝒘∈AMVU
ˆ︁𝝁⊤𝑇𝒘 − 𝛿2𝒘⊤ˆ︁𝚺𝑇𝒘. (C.5)

Because ˆ︁𝚺𝑇 ≻ 0, the objective is strictly concave and the constrained quadratic program has a unique solution.
Cost-Ignorant maximum SR Allocation The cost-ignorant maximum SR allocation is

𝒘CI,∗
SR,𝑇 = arg max

𝒘∈ASR

ˆ︁𝝁⊤𝑇𝒘√︃
𝒘⊤ˆ︁𝚺𝑇𝒘 . (C.6)

Because the Sharpe objective is scale invariant, imposing ∥𝒘∥1 = 1 gives

𝒘CI,∗
SR,𝑇 =

ˆ︁𝚺−1
𝑇 ˆ︁𝝁𝑇

∥ˆ︁𝚺−1
𝑇 ˆ︁𝝁𝑇 ∥1 . (C.7)
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